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Abstract.  Recert researd in the area of high speed TCP has revealed
that the proto col can misbehave in casesof high bandwidth long delay
networks. Here we presert work that clearly demonstrates this behavior
of TCP owsin detail. This examination hasled usto study the in uence
of the underlying network as well asthe end user system using bursty a
proto col such asTCP under such conditions. We describe briey what the
requirements are for such an extreme network environment to support
high speed TCP o ws.

1 Intro duction

In general,Grid applications canbe very demandingon bandwidth requiremerts.
Provissioning (very) high speed optical paths (called lambdas) could provide
a solution to this problem. Howewer, the question remains, do these kinds of
paths behave normally in respect to user applications if they are extended over
long (> 5000km) distances?To test this SURFnet [7] provissioneda 2.5 Ghps
Lambda [5] between Amsterdam and Chicago. Initial tests on this link were
conductedto understand how transport protocols,such asTCP, behave and what
additional requiremerts high speed o ws imposeon the environment, including
end user systems.Initial throughput measuremets of a single TCP stream over
sudh an extreme network infrastructure showed surprisingly poor results. Later in
2002the sameset of experimernts wasrepeatedon the DataTag [3] infrastructure
with similarly poor results. The reasonswhy are examinedin the following text.

2 Prop erties of the network infrastructure

The initial network con guration using the SURFnet Lambda (2.5 Gbps) is
shown in Figure 1. Two high-end Personal Computers (PCs) were connectedto
ead other, using Gigabit Ethernet via two Time Division Multiplexer (TDM)

switches and one router. One TDM was located in Amsterdam, the other one
in Chicago. The switchesencapsulateEthernet padetsin SONET framesup to
the rate of the specic SONET channel (622 Mbps initially , later 1.25 Gbps).
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Fig. 1. Initial network setup. Two hosts connected back via two TDM switchesinter-
connected at OC48 Link (96 msecRTT), sub channeled into an OC12.

The Round Trip Time (RTT) was about 100 ms and thus showved a very high-
bandwidth delay product. The link was exclusively used for researd so there
was no badkground trac to in uence the results. Initial tests were donein a
bad to badk con guration which shawved a throughput closeto the speedof the
SONET channel speedbetweenthe switches. Testsdonewith the sameswitches
placedin Amsterdam and in Chicago,using a singlestream TCP sessionyielded
a throughput an order of magnitude lessthan the bottleneck (SONET channel)
capacity (about 80 Mbps). This dierence led us to the conclusion that the
problemlay in the large RTT. Tracesof TCP o wsshowedthe burstinessof TCP

during the slow start phase.This lead to the idea that the TDM switch could
not cope with the amount of data being bursted and thus was dropping padets.
Flow cortrol wasnot operational. The DataTag con guration wasessetially the
samewith the TDM's replaced by routers (Cisco 760x’s). In order to estimate
the maximum possibleburstsize which would not causepadket lossin the switch,

we useda tunable UDP stream. This enabledus to mimic the bursty nature of
TCP's slow start phase.Using UDPmon [9], 5000numbered UDP packets, eat

with alength of 1000Bytes, weresen with no inter padket delay from the sender
to the receiver. Figure 2 shaws the relative arrival times at the receiving PC.

Dropped padkets get an arrival time of zeroleading to the 'shaded' area under
the curve. The rst lossoccursafter about 1500padkets. Thereafter every onein

three padkets is dropped. The bottleneck mertioned is probably the causeof this

sincethe ratio of dropped padkets agreewith the bandwidth ratio. Further onin

the curve a cortinuous block of about 150 packets is lost. We assumethat these
are dropped at the receiver. Readingout of the (SNMP) counters at the switches
in the path supported this assumption. The receiving PC is overwhelmedand it

drops a seriesof padkets. Assumedly they are dropped while being copied from

the memory of the Network Interface Card (NIC) to the memory of the receiving
process.n section 3.2 this receiver limitation is discussedmore extensively. Here
we focus on the intrinsic bottleneck on the senderside of the TDM switch.

The number of padkets dropped by the switch, N4, during a burst is related to
the number of padketsin the burst, Ny,. The speedof the incoming interface(fast),
f , the speedof the outgoing interface(slow), s, and the bu er memory available
at the output port of the bottleneck link, M . For simplicity we assumean average
padket length of size,l. The losscan then be expressedas:

f s M
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Fig. 2. relativearrival time (in sec's)at the receiver vs packet number, for 5000 UDP
packets sert using UDPMon, from Amsterdam to Chicago

Using equation 1, and setting Ny = 0 and Ny = 1500as that is the maximum
burst which got through, and I = 1000 Bytes it is possibleto compute the
available memory on the TDM switch to be approximately 0.5 MBytes. This
was later conrmed by the manufacturer. Once we know the memory at the
bottleneck and thus the size of the burst in padkets that can passthrough the
TDM switch, we can calculate the maximum possible bandwidth a TCP ow
can achieve during slow start without padket loss.We assumethere are no other
bottlenecks in the end-to-end path and that no congestionevents have occurred.
To rst order, the throughput TCP can obtain is approximated by:
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where B is the throughput that a TCP ow can achieve and R is the round trip
time. Assuming that TCP will try to reach a stable state with a throughput
equal to the speed of the slowest interface, we can then substitute B=s into
equation 2. This leadsto a memory requiremert to support a high-bandwidth
delay product TCP ow as:
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For the network shown in Figure 1 to support a 622 Mbps end-to-end TCP ow
the minimum memory required should be 3.1 MBytes (f = 1Gbps;s= 622 R =
100mseq). This is far more than is actually implemented. From preliminary dis-
cussionswith a few vendors,we understandthat Ethernet to TDM encapsulation
devicesare primarily designedfor high-speed Local Area Networks (LAN) and
Metropolitan Area Networks (MAN), where the RTT is small (< 20ms), thus
accommalating the bursty nature of TCP o ws during the bandwidth discovery
phase.The problem ariseswhen these LAN's and MAN's are interconnectedvia



other high-speedlong-latency networks. The bu er requiremerts for any device
which hastrac ows over it that are high-bandwidth high-latency, and has
disproportional interface speeds,should have enoughbu er spaceto handle the
di erence in input and output speed of the interfaces for some large fraction
of the RTT of those ows. Seeequation 3 for how to compute the required
bu er sizesfor these network devices.Figure 3 shavs the memory required in
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Fig. 3. Required memory at a bottleneck for an incoming speedof 1 Gbps and various
output speedsfor a RTT of 100 ms.

the switchesto support various end-to-end speeds(for TCP) for a given RTT
(R = 100).

If we solve the quadratic equation 3 for s we can compute the TCP through-
put for various valuesof RTT and givenvaluesof M andf under the assumption
there are no other bottlenecks presert and the TCP o w doesnot encourter a
congestionevert during the slow start phase.
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The result is plotted in Figure 4. The black areais aforbidden areafor TCP o ws
as padket lossmay occur. This leads, for example,to an end-to-end throughput
of about 45 Mbps, using our TDM switch and a 150msRTT link (Amsterdam to
California). Valueswe get using this formula matched the throughput obtained
in TCP tests using iperf .



Fig. 4. Forbidden (shaded) area shows where packet loss may occur in single stream
TCP o wsfor a given memory sizeof 0.5 MByte and an incoming speedof 1 Gbps. Hor-
izontally is the round trip time of the desired destination and vertically the provisioned
"slow" speedat a TDM switch.

3 TCP

TCP is a sender-cotrolled sliding window protocol [2]. New data up to \windo w
size" is sert when old data has beenacknowledgedby the receiver. The sending
host limits the window sizethrough application parameterssuc assocket bu er

size and 'congestion window' Cwnd [1]. TCP adjusts the Cwnd dynamically
using di erent algorithms depending on which phasethe ow is currently in. We
will concerrate here on the slow start phase becauseof indications that this
phasedoesnot properly develop into the next phase,steady state.

3.1 Bandwidth discovery phase (slow start)

This is the start up phaseof a TCP ow. After the protocol handshale [6] the
senderwill try to discover what the available bandwidth is sothat it can com-
pute the correct value for Cwnd. This discovery is done by injecting data into
the network until a congestionevernt occurs. Fast corvergenceand accuracy of
bandwidth discovery has a large in uence on the overall performance of TCP.
The Cwnd size determines how fast a ow can reacth a steady state and the
stability of the ow onceit hasreathedthat state. The Cwnd e ectiv ely doubles
every RTT, aslong asno congestionevert is generated. Thusa o w should only
belimited by an intrinsic bottleneck (i.e. packet loss). If the limiting bandwidth
betweentwo hosts is the speed of the sending host (i.e. slow NIC, slow CPU)
then the bandwidth discovery phasewill always work correctly. However, if the
capacity of the network connection betweenthe two hostsis the limiting factor
(i.e. router/switc h bu er) then the bandwidth discovery phasewill fail. At a
certain point the doubling of the congestionwindow will overrun the bottleneck
by a large number of padcets causingloss[4]. In Figure 5 using a Time Sequence



Fig. 5. Time sequencegraph showing initial phaseand congestionevent after 10 RTTs

Graph (TSG), we show our obsenation of large packet loss causedby a bot-
tleneck. After 9 RTT's a burst of 512 padkets leavesthe PC; at 10 RTT's this
is doubled to 1024 and this amourt overruns the bu er in the switch, causing
retransmissions.

In a later stageof the project the bottleneck was removed: the SONET link
betweenthe TDM switcheswas upgradedto 1.25 Gbps. This upgrade made it
possibleto map a 1Gbps Ethernet connection completely into the SONET link.
Unfortunately end to end performance shoved no improvemert. In fact traces
show a similar behavior asin the bottleneck case.During the slow start phase
TCP decidesto go into collision avoidance mode even without any padket loss.
This is shavn in Figure 6. The reasonfor this strangebehavior is still completely
unknown and is the subject of future researd.

3.2 Receiv er Limitations

Identically con gured macdhines exhibit the property that the receiver capacity
is lessthan the sendercapacity. This is due to the dierence in overhead of
sending a padcket versusreceiving a padket. If the senderis able to send data
with a speed closeto 1 Gbps, the receiver may not be able to keepup. The
receiver becomesoverloaded and will start to drop padkets, which in turn will
causea TCP congestionevert. Figure 7 shaws the instantaneousspeedofa ow
during slow start. Notice that after 9 RTT's 512 padkets leave the host. The
sending host sendsthis data as IP padkets as fast as it can. In this casethe
512 padkets are sert in about 4 ms, yielding an instantaneous speed close to



Fig. 6. Time sequencegraph showing initial phaseand congestionevent without packet
loss!

1 Gbps, which is line-speed. This burst then overruns the receiver bu er and
causesthe ow to fall out of the slow start phaseinto the congestionavoidance
phase. Therefore, this caseis similar to that of a buer overow at the TDM

switch asdiscussedin the previous subsection.

4 Host Parameters

Implementations of the TCP algorithm vary between operating systems. The
implemerntation governsthe behavior of TCP asdoesthe architecture of the PC.

There are se\eral systemparametersthat cangreatly in uence host performance.
They are: host bus width, bus speed, number of devicesthat share the bus,
the e ciency of the Network Interface Card (NIC), interrupt coalescence[9],
etc. Thus using the sameparameters[8] on two di erent con gurations can still

producevarying results, especially during the slow start phase.Wereferto values
speci ¢ to a con guration of a PC asthe host parameters This alsoincludesthe
TCP implementation. If we average performance over longer periods of time
these di erences may becomelessnoticeable. From our experienceit has been
obsened that someseeminglyslower hosts, in terms of CPU and bus speed, are
not necessarilythe slowestfor TCP transfers. This is due to the fact that slower
hosts pace out the padets better than a faster PC (i.e. shorter bursts), hence
there is lesschancefor over o wing bottleneck queuesin the path or the receiving
host. The TSG in Figure 8 shows a comparisonbetweenMac OS X and Linux
2.4.19both are the sender. The data was captured at the receiver side, Linux
(2.4.19), using tcpdump. It clearly shows the Mac pacesout the padets better
then Linux. Therefore, onesolution could beto paceout the padets suc that the
averagespeedwill not be higher than that of the bottleneck in the path, should



Fig. 7. Time sequencegraph showing instantaneous speed of ow
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Fig. 8. TSG comparing initial phaseof Linux and Mac OSX (red is Linux, and blue is
Mac OS X).



it be either the network or the receiver. The in uence of shaping the padet
stream can be seenin Figure 9. Here we shav what the e ect is of introducing a
delay betweenpadkets sert by UDPmon in the identical experiment to the one
in in section 2 and with a result showvn in Figure 2. The only di erence being
that the network bottleneck wasremoved here: the path was 1Gbpsendto end.
This meansthat only end system e ects remain. What clearly shaws up in the
graphs is that with an inter padket delay of 15 secho more padkets are lost
and a throughput of 500 Mbps is obtained. In Figure 10 the result is shovn of

Fig. 9. UDPmon results with varying inter packet delay: 0, 12, 15 sec

the sameexperiment with the regular Internet asthe network betweenthe two
hosts. The speedof the interconnecting Internet was nowhere lower than 1Gbps.
The result is asymetric becauseof di erent host parameters: one host having a
slower CPU (20

Fig. 10. UDPmon results over the regular Internet, between the same hosts, both
directions

5 Conclusion

From the results we conclude that the sender should not burst packets, but
try to shape the ow i.e. using a leaky bucket type of algorithm. Though this
may be hard to implement in the OS sinceit requiresthat the OS maintain a
timer per TCP ow with secresolution, which could incur lots of overhead.Our



initial suggestionis that future OS kernelsshould delegatethe task of pacing the
padkets to NICs and allow the NIC to implemert this feature at the hardware
level. In the network some measurescan be taken to avoid packet loss which
destroys TCP performance. Suc as hardware ow cortrol, trac shaping and
(Weighted) Random Early Discard ((W)RED) a layer 3 option. It is alsoclearly
shown that the end systemsdictate the overall performance. Their combination
of hard and software is crucial.
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