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Abstract

Genetic Algorithms (GAs) have been used to successfully optimise a wide variety
of problems. However, the reason why they work and how to correctly set the
many parameters they use is not yet fully understood. In this thesis, I describe
a way to visualise the progress a GA makes towards reaching its goal, partly
based on dividing the population into clusters and following and visualising
them. By analysing this trajectory and other visualisations, more insight can
be had about the optimality of the parameter settings, the behaviour of the
algorithm on different domains, and the way in which it reaches a solution. We
will see that this can be turned around as well, thereby using a GA for landscape
visualisation.
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Notation

Where possible, I have tried to keep the notation and symbols used in the thesis
consistent.

Common variables are printed in lowercase roman italic: i, j, k, etc. Con-
stants are italic roman capitals, like N, L, sometimes indexed with a descriptor
such as P, or Cpt-

Vectors are in roman lowercase italics with an arrow above them: 7, §, etc.
s; is the ith value in the vector 5, while s is the ith K-value block (defined
below) in §. For example, s('é) is a vector containing sx 1 through sax.

Matrices use bold symbols: ¢, m. my; is the element of m at row ¢ and
column j. n%;, and m’; are respectively a row vector containing all elements of
m at row 7, and a column vector containing all elements of m at column j.

Functions have calligraphic capital letters: F, U.

A few useful recurring symbols are described below:

P is the number of individuals in a population.
G is the number of generations after which a solution is returned.
L is the length of a genotype in bits.

N is the number of encoded integers in the De Jong test functions, the number
of blocks in the Royal Road and Royal Staircase functions, and the number
of bits in an NK function.

K is the length of an encoded integer in the De Jong test functions, the length
of a building block in the Royal Road and Royal Staircase functions, the
number of dependent bits in an NK function, and the number of peaks in
a P-peak landscape.

P,, and P, are probabilities of mutation and crossover, respectively.
Cinuit 1s a multiplication constant for linear fitness scaling.

T is the tournament group size in tournament selection.

M is the maximum mass in the knapsack problem.

U is the number of clusters in a population at a specific generation.

Vectors are column vectors unless otherwise stated. Binary column vectors
and bitstrings are used interchangeably. (part of) A column vector can also be
interpreted as the real number it encodes. A population matrix consists of a
number of individual column vectors, and therefore has L rows and P columns.
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Chapter 1

Introduction

In the field of artificial intelligence, search and optimisation have always played
an important role. Examples include searching for the best path to follow in
autonomous robotics, searching for the best hypothesis describing a set of data
in machine learning, and optimising the behaviour of a controlling agent in
dynamic control systems. A wide range of optimisation algorithms has been
designed to solve these tasks, but of course there are drawbacks to each one,
concessions made to reach solutions quickly in often enormous search spaces.

A major problem in many optimisation algorithms is that they can get stuck
when the structure of the underlying search space is erratic, or when their
heuristics fail. If the local search neighbourhood yields no better solutions than
the one under consideration, measures must be taken to avoid aborting the
search when in fact, the current solution is not the optimal one.

An optimisation algorithm inspired by natural evolution, the genetic algo-
rithm has been one of the methods suggested to escape these local optima, but
the mathematical validation of its search pattern has been problematic. The
research presented here strives to give some more empirical insight into its work-
ings by visualising the trajectory the algorithm takes in finding (sub-)optimal
solutions.

In this chapter, the fields of Genetic Algorithms and Software Visualisation are
introduced and a rough summary of the research that has been done on genetic
algorithms and their visualisation is given. I will describe the problems that
have led to this thesis and give a brief overview of the research I have done.

In chapter 2, I will describe the methods and algorithms I have used to
produce the simulation and visualisations presented here. This includes the
simulation, clustering and visualisation algorithms that were used, as well as
the problems it was tested on.

Chapter 3 presents the results that can be deducted from the visualisations
and analyses, while trying not to interpret them. Chapter 4, then, interprets
and discusses the results. Finally, chapter 5 will contain the conclusions and
some possibilities for future work.
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1.1 Genetic Algorithms

Genetic algorithms (GAs) are an abstraction from Darwin’s evolution theory
[Darwin, 1859]. In nature, organisms evolve via natural selection and the re-
combination and mutation of genetic material in mating. This basic concept is
the basis of GAs, but they are no simulation of nature: it is merely the inspi-
ration for the thought that, if nature can create such diverse and complicated
organisms as humans, perhaps the concept of evolution can be used for solving
other very hard optimisation tasks.

Genetic algorithms are also a generalisation of normal, one-solution optimi-
sation algorithms. Instead of considering only one solution at a time, a GA uses
a population of solutions, which serve as a memory and as a source of diversity.

Each step of the algorithm (called generation), solutions (called individuals) are
selected according to their utility (fitness), recombined and mutated. In this
process, high-fitness individuals are selected over low-fitness individuals and
thus recombined with other high-fitness individuals to create, hopefully, even
better fit individuals.

After a predetermined number of generations, or after some other stopping
criterion is met, the run terminates and returns the solution that scored best
on the objective function under consideration. In complex optimisation tasks,
this will most likely not be the best possible solution, but genetic algorithms are
known for giving near-optimal solutions on a wide range of problems quickly.
Of course, better-suited methods are available if the structure of the underlying
search space (fitness landscape) is known in advance.

1.2 GA literature

The first simulations of genetic systems using computers date from the late
1950’s and early 1960’s [Barricelli, 1957, Fraser, 1962]. The first to suggest
using evolution to search artificial domains, however, was Holland, for example
in [Holland, 1962]. In the following years, his students wrote many testbed
applications for the new technique, and in the late 1960’s Bagley developed
the first published application of a genetic algorithm (as well as coining the
word) [Bagley, 1967]; he studied game-playing tasks modelled after the game
Hezxapawn.

Holland continued his work on laying the mathematical fundaments for GAs,
culminating in the development of the Schema theorem in [Holland, 1968] and
[Holland, 1971]. This theorem states that, in genetic algorithms, “short, low-
order, above-average schemata receive exponentially increasing trials in subsequent
generations”. He also calculated why this is a good thing, using a k-armed bandit
as an analog. De Jong later combined the theorem with carefully controlled
experiments and comparisons in his PhD dissertation [Jong, 1975].

Since these first years, and indeed in them as well, the field has continued to
develop new operators, selection schemes, evolution control techniques, analysis
techniques and mathematical analyses. I will highlight some of the publications
that are most important to this thesis. For a more thorough summary (up to
1989), see [Goldberg, 1989], and for more recent introductionary books, refer to
[Mitchell, 1996] and [Michalewicz, 1996].
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This thesis deals with visualising the trajectory a simple genetic algorithm takes
in a fitness landscape, and using this information to comment on various aspects
of the algorithm. Wright introduced the term fitness landscape in the field of
natural genetics in [Wright, 1932], and analysing Hamming distance landscapes
has become popular in the last decade. Mitchell, Forrest and Holland, for exam-
ple, researched some features which make landscapes particularly easy or hard
for genetic algorithms [Mitchell et al., 1991]. Having an isolated region of high
fitness (containing the optimum) within a larger region of lower fitness is such a
feature that will present a problem. Jones and Forrest [Jones and Forrest, 1995]
used Fitness Distance Correlation, which is the degree in which the (Hamming-
) distance to the global optimum is correlated to the fitness, to predict GA
performance. Jones [Jones, 1995] and Stadler [Stadler, 1995] generalised the
landscape concept to include arbitrary operator distance functions, such as the
crossover landscape.

A lot of research has also been done into the role of the mutation and recom-
bination operators, parameter settings, and convergence. Spears [Spears, 1998]
investigated the different effects mutation and recombination have on GA per-
formance. De Jong and Goldberg had already given rules of thumb for the mu-
tation and crossover probabilities, but Van Nimwegen calculated the optimal
mutation setting for a specific kind of observed evolution trajectory (epochal
evolution) in his dissertation [Nimwegen, 1999].

1.3 Software visualisation

In [Stasko et al., 1998], software visualisation is defined as “the use of the crafts
of typography, graphic design, animation, and cinematography with modern human-
computer interaction and computer graphics technology to facilitate both the human
understanding and effective use of computer software” (note that visualisation in
this context does not necessarily mean making pictures, but creating mental
images in the mind of the user to facilitate understanding). The algorithm
visualisation subfield is defined in the same text to mean “the visualisation of
the higher-level abstractions which describe software”, which is what this thesis is
about.

Program visualisation, the visualisation of actual program code and con-
structs, has been used since the early days of computer programming
[Goldstine and von Neumann, 1947], and algorithm visualisation and animation
have been around for about twenty years. A very influential piece of work in
this field is “Sorting out Sorting” [Baecker and Sherman, 1981], which aims to
visualise sorting algorithms for educational purposes. More general-purpose vi-
sualisation frameworks have been introduced over the years (see, for example,
[Brown, 1988] and [Stasko, 1990]).

1.4 GA visualisation literature

The field of visualising genetic algorithms is a bit younger, and has recently
been summarised in [Collins, 1998]. Collins distinguishes seven characteristics
that are potentially useful for understanding a GA’s search behaviour. Five
of these are visualisation categories, and the other two, the ability to navigate




Introduction 1.4. GA visualisation literature

the execution and edit the individuals during execution, are characteristics of
visualisation programs — they will not be discussed here.

The first category is showing the operation of the GA. This means visualising
the actual operators, most often selection, mutation and recombination. An
example would be GIGA’s internals window [Dabs and Schoof, 1995], shown in
figure 1.1. It is clear that this does not scale very well, and is only useful for
educational and debugging purposes.

| GIGA — Internals |

9.) 2-1-6-4-3-8-7-5
X 4-6-3-8-2-1-7-5 -—> 4-6-3-8-2-1-7-5
13.) 4-7-1-6-3-5-8-2

10.) 8-3-2-5-6-7-4-1
X 87614523 > 87645213
1.) 1-6-7-8-3-5-4-2

8.) 5-2-7-6-4-1-8-3 > 5-2-7-6-4-1-8-3

[ 1E=]

Figure 1.1: The GIGA interals window showing some crossover and mutation
operations for the Travelling Salesman Problem [Dabs and Schoof, 1995].

The second category, visualising the quality of the solutions found by the
GA, is more widespread and has been in use since before the use of GAs in
artificial domains [Fraser, 1962]. Because no absolute measure of solution qual-
ity is available (we do not know the optimal solution, after all, or we would
not be searching), the techniques in this category mostly deal with showing
fitness values with respect to previous generations or other individuals in the
same generation. They are, therefore, often used as a method of displaying
per-generation similarity or fitness convergence. Examples in this category in-
clude the ordinary generation/fitness graph [Fraser, 1962] and 3d fitness graphs
[Harvey and Thompson, 1996], shown in figures 1.2 and 1.3.

Figure 1.2: A generation/fitness graph showing the best (blue), average (green)
and worst (red) fitness per generation
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Figure 1.3: A 3d fitness distribution graph [Harvey and Thompson, 1996]. The
generations are displayed along the X axis, the individuals, sorted by fitness,
along the Y axis, and the actual fitness is the height.
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In the third category, the individuals’ genotypes themselves are visualised.
For example, Spears visualised the binary genotype of all individuals in a gen-
eration using coloured pixels [Spears, 1994]: each individual is a row, and each
bitposition a column; see figure 1.4. Wu et al. visualised, among a host of
other graphs, the best individual of each generation in such a way in their
VIS tool [Wu et al., 1999]. Their visualisation contained a row for each best-of-
generation individual and a column for each bitposition, giving some insight into
the genotype evolution while keeping the amount of data presented somewhat
in check.

vindov Display Fepulsticn FPiew
Line O | Eine Sosr| Page 8p | Page Dosm | Redvesk | fo fo Tiees |

[den Fitnsss  Ganoiype
D . L5 6 L3 NS ENES | 1583 EER ISR (| NUE: 1A I 00 300 151 A L
1 0073534 mmm-!mﬂmﬁ_mummmuml A M M SETEE
2 0. LI6S73 FEEIEIREE: | 15030 0 118 30 3 | U0-INETMEE L. | DEA S50 O 1 EL- (SRS ELED LR ERIR IR 35 (RE NN 1M 3
S 0, L2014 W EENENEL: 10 NS L) M | ERE ER § 0 W POLEE S N W W E: D R T |
4 0,110936  EREMERDES L SRUNE NI m
5 O, LA0LET NI 0N S 00 DR L | N 0 e S 4
& 0. L1433 | BEIFIR: CEF S RETES i kDR AT | NN G AL CEF R R M FEIBEE B  E0TL:301 M EE W 1
T 0. L48153 Bl | EERNENE EWRE) FHEAR FREE2: 00 RE S 00 O I -2 - NFOE ) B ) WIS s [EAN: ] Ak
B E.L3ASAL B R SRR N S RS ) I A MR - O WD B N S R L S 1
30, 09435 AENEMINE AN BN IS 0F RN AR BRI
L0 0, L4 L0 15 RN FIR AEERFRERNE VTS |0 RS0 DSRNRARE. LA OG NE NERES EFE ) R0 R 1 ERERFATEN NFIL TN L0 WENE
11 ©,l4300% ERLER RIS mlﬂﬂlmnlmlﬂmlﬂ“llﬂl W 3R NEAEAE
12 0, LA0LET FCEMEHEE L S TN DR || B I s o E

taneratioa 13

o a

Figure 1.4: Spears’s population window showing a list of individual genotypes
[Spears, 1994]. Each genotype consists of a number of stripes, where the colour
of the stripe represents the allele at that locus.

Another approach is not visualising the genotype of one individual at a
time, but to give statistical information averaged over an entire generation to
help concentrate the information. Collins, for example, proposed an allele/loci
frequency matrix [Collins, 1993], which displays the frequency of each allele at
a specific locus, averaged over one generation. In figure 1.5 there are two alleles
(possible values of a genotype segment): 0 and 1. There are five loci or positions
in the genotype where these two alleles can occur, making this a five-bit binary
encoding.

Loci
1 2 3 4 5

0....0
@ @ o @

Figure 1.5: An allele/loci frequency matrix, as proposed in [Collins, 1993]. The
size of the circles represents the number of genotypes found that have that allele
at that locus.

Allele

Of course, in some cases you can also visualise an individual’s phenotype,
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showing what the genotype actually means in the real world. For example,
an individual encoding a path for the Travelling Salesman Problem would be
visualised as a number of dots (cities) with connections between them (travelled
roads). This is the fourth category, but since you would have to develop a new
visualisation for each problem this is not a very general method. Some progress
has been made, however, to provide simple plug-in environments for creating
such visualisations. TANGO [Stasko, 1990] (figure 1.6) is an example of this,
although it is not limited to the field of genetic algorithms.

Figure 1.6: An XTANGO visualisation of the Travelling Salesman Problem
[Stasko, 1990]. During the search, connections between the cities change, and
could be used to show the current best-fit phenotype.

Finally, the fifth category deals with visualising the GA’s sampling of the
search space. Because a non-ambiguous mapping is not possible beyond 2d
problems, the early work concentrated on this [Nassersharif et al., 1994]. Other
studies used Principal Component Analysis [Harvey and Thompson, 1996] (see
figure 1.7), Sammon Mapping [Dybowski et al., 1996] or other projection tech-
niques. They project the genotypic space onto a 2d or 3d space, and draw a
scatterplot of all individuals, or those in the current generation.

1.5 Clustering

For some of the visualisations that are described in this thesis, I use techniques
to cluster the individuals in a generation into a few partitions. Apart from
significantly decreasing the amount of data that needs to be visualised, this
allows the algorithm to perform statistical analyses and visualisations based on
the clusters rather than the entire population, hopefully leading to better results
in the case of a diverged population.

There are a lot of clustering algorithms available, from very simple to very
complex, from very efficient to very slow. Even genetic algorithms themselves
have been suggested for this problem [Cole, 1998]. However, because T need
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3D-to—2D Principal component analysis + Original data
Projected data
—— Projection plane

8 10 -

Figure 1.7: Principal component analysis mapping 3d data to a 2d plane with the
most variance. The red plane represents the two axis with the most variance that
can be found by rotating the original axes.

to cluster the entire population along all the bits at every generation, a fast
clustering algorithm is necessary.

The different characteristics of the many clustering techniques available are
difficult to discern. Because in most applications the researcher will use the
results of the clustering interactively, changing distance measures or update
schemes, the data on this subject is sketchy. Anderberg [Anderberg, 1973] pro-
poses a number of axes on which to compare the various clustering techniques
he describes, but such comparisons are most often done on a case-by-case basis
and hard to extrapolate.

Choosing a particular technique must therefore be based on the results in
the selected application, in this case clustering GA individuals using the ham-
ming distance between their genotypes as a distance measure. Yin and Germay
[Yin and Germay, 1993] have used MacQueen’s k-means technique
[MacQueen, 1967] which is simple, has linear time complexity and provides good
results on their domain. Dittrich et al. [Dittrich et al., 1998] cluster the same
domain, albeit for a different reason, and they use a generalised fuzzy version
called fuzzy c-means. I have therefore chosen to evaluate some k-means derived
techniques. Based on this quick evaluation, presented in section 2.3, I have
decided to use the fuzzy c-means method using the continuous city block or L,
metric over the individuals’ genotypes as a distance measure.

Another problem is determining how many clusters are actually present in
the dataset, if any. Since a dataset can potentially be clustered in many
ways, no one best solution is available for this either. Methods for solving
this problem generally compare average within-cluster distances and/or average
between-cluster distances, using some statistical measures. Milligan and Cooper
[Milligan and Cooper, 1985] compared a great range of these stopping criteria,
but unfortunately most of them cannot discern whether the dataset needs to
be clustered at all. One of the few algorithms that can, and gives reasonably
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satisfying results, is Hartigan’s method as described in [Hartigan, 1975], which
I use.

1.6 Problems with GAs

Of course, the genetic algorithm is not the be-all-end-all of search algorithms
[Wolpert and Macready, 1996]. T will summarise some issues that are relevant
to this thesis below:

o Insufficient theory

The mathematical foundation of GAs is primarily the Schema Theorem
by Holland, which says that “short, low-order, above-average schemata re-
ceive exponentially increasing trials in subsequent generations”. However,
the schema theorem predicts that using low-cardinality alphabets — binary
strings being the obvious choice — is most beneficial because it maximises
the amount of schemata, but great successes have been reported using real
values as genes, and discussion has arisen in this area [Antonisse, 1989,
Goldberg, 1991]. Also, Holland stresses the importance of recombination
in combining schemata, and uses mutation only as a background operator
to ensure diversity; but evolutionary algorithms without crossover, such
as evolution strategies [Rechenberg, 1973] have been applied successfully
as well.

e Parameter settings

GAs typically have a lot of parameters: at least the population size, mu-
tation and crossover rates and the number of generations. This allows the
algorithm to be adapted to different kinds of domains, but also poses a
problem: what are the correct values to use for my domain? Some research
has been done, but it usually deals with problems too abstract to be of use
in the real world. Typically, the user tries different settings, perhaps us-
ing some kind of visualisation to steer the probing (the generation/fitness
graph, most often).

Some GAs incorporate control of the parameter settings in the coding
of the individuals themselves or employ meta-GAs to search for the best
parameter settings, but especially the meta-GA approach takes a lot of
time (each evaluation of the meta-GA being an entire run of the problem-

GA).

e Difficulty estimating the optimality of solutions

After a GA run is completed, it returns the current best-fit individual.
It is impossible to know how optimal this solution is in natural domains.
The method most often used to get insight into this is by interpreting the
average and best fitness along the entire run: Did the progress stop quickly,
or did it get better up until the end? When extrapolating the graph, how
many generations would reasonably be needed? Collins’ second and fifth
visualisation categories can address this problem, but it will always involve
sweeping generalisations and “gut feelings” of the researcher.
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1.7 Research presented in this thesis

This thesis tries to give empirical information about the success of a GA by
providing various visualisations. It is hoped that by analysing the trajectory the
GA takes in reaching a solution, more insight can be had about the optimality
of the parameter settings, the behaviour of the algorithm on different domains
and the way in which it reaches the solution. Another hope is that the path of
the search can provide us with valuable information about the fitness landscape
itself.

Among the visualisations that will be presented is a new method based on
using a clustering technique to partition the data a genetic algorithm generates.
It is created by clustering the individuals inside a generation, using Hamming
distance as a distance measure. This is done for each generation, and the clus-
ters are then matched with those of previous generations, providing a chain of
clusters that summarise the trajectory the GA has taken in the search space.
Various statistics of the clusters are then visualised.

10



Chapter 2

Methods

This chapter presents the theory that is necessary to understand the character-
istics of the visualisations that are the subject of this thesis. This includes a
brief, but technical description of genetic algorithms themselves, as well as the
algorithms that underlie the actual visualisations and the problems under which
the visualisations were observed. A quick evaluation of the relative merits of
some clustering techniques is also presented.

2.1 Genetic Algorithms

Genetic algorithms use a Selection-Reproduction-Evaluation loop to incremen-
tally search a representation space for high-utility solutions to some kind of
objective function. I will describe a simple GA, with the most common op-
erators; see figure 2.1 for pseudocode. This kind of algorithm is known as a
generational genetic algorithm because each generation the entire population
is selected /reproduced, in contrast with a steady-state GA, in which only one
individual is selected each time step.

Function GA(P, G)
t—0
p < InitialisePopulation(P)
p «— EvaluatePopulation(p)
do
p « SelectPopulation(p)
p <« ReproducePopulation(p)
p «— EvaluatePopulation(p)
t—t+1
while t < G
return BestOfPopulation(p)
End Function

Figure 2.1: Pseudocode for a basic generational genetic algorithm with population
size P and a set number of G generations. p is an L x P population matrix.

When using a GA, the first step is to find a good representation that casts
the problem into a format that is easily modified by the algorithm. In the case

11
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that we consider here, that means finding a way to characterise the parameters
of the problem in a binary string of some fixed length L. For example, the
knapsack problem involves filling a knapsack (maximum carrying capacity M)
with objects of mass m; and value v; (1 < i < L) such that the total value
is maximised. A natural representation is a binary vector § of length L, with
objects that are in the knapsack having s; = 1, and objects not in the knapsack

The GA starts by initialising a population of P L-bit individuals, with each bit
0 or 1 with equal probability. It then evaluates each individual in the popula-
tion using the objective function, and starts the loop. The loop ends after G
generations.

2.1.1 Evaluation

In our example, the utility will be the total value of the objects in the knapsack,
modified by a severe penalty if the knapsack is over-weight. An example would
be

U= Z (Si’l)i) —H, (2.1)

2
where H = 10( Zf (sim) —M) if the sack is overweight, and H = 0 otherwise.
For some selection methods, the fitness value must be scaled to ensure enough
selection pressure during the entire run, the selection pressure being the degree
in which the fitness value determines whether an individual is selected. For
example, for stochastic sampling, one can use linear fitness scaling, which maps
the utility to a fitness value such that the average scaled fitness F,.4 equals
the average utility Uy, 4, and the best scaled fitness is some value Cpq¢ times
Favg- This ensures that the number of expected offspring is 1 for an individual
of average utility and C,,,,;; for the best individual in the population.

uavg Umax

- Faz = uavg * Cmult

Scaled fitness

. favg - uavg

0 Fitness

Figure 2.2: Linear fitness scaling, which scales the utility such that the selection
pressure is constant throughout the run.

12
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2.1.2 Selection

During selection, individuals from the parent population are copied to the new
population. There are a lot of ways to determine exactly which individuals
need to be copied, but I will discuss only the ones used in this thesis: Stochastic
sampling and remainder stochastic sampling.

S, N
Q

Figure 2.3: Stochastic sam- Figure 2.4: Remainder
pling; the roulette wheel is stochastic  sampling; in-
spun once for each place in dividuals with a larger
the next generation. Each than average fitness are first
time an individual is chosen. copied to the next generation.

Then, only the remainders
of the individuals’ fitness are
considered, and the wheel is
spun once for each place left
in the next generation.

Stochastic sampling

Stochastic sampling (with replacement) can best be visualised as spinning a

roulette wheel P times; once for each place in the next generation (figure 2.3).

On the roulette wheel, each individual has a space proportional to its (scaled)

ﬁtne(si, so for each spin of the wheel the chance for an individual to be selected
F(i

is 7. This is the selection method used by Holland in formulating his schema
avg

theorem.

Remainder stochastic sampling

Remainder stochastic sampling is almost the same as stochastic sampling, with
the difference that an individual is first copied L%j times to the next genera-
tion, and stochastic sampling is performed on the remainder of that value. This
results in a less disruptive selection process. In figure 2.4, the L%J part is
marked grey and taken out of the roulette wheel to indicate that it will not be
part of the stochastic sampling. This time, the wheel is spun P — Zil L;;(ZJ
times, and only the remainders of the individuals’ fitness are considered. This
can be viewed as taking the grey parts out and scaling the remainders to occupy

the entire wheel.
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Tournament selection

Tournament selection tries to avoid the somewhat arbitrary fitness scaling needed
for stochastic sampling. It sets up P tournaments with a specific tournament
group size T. The winner of each tournament (which in the case of deterministic
tournament selection that we consider here is the individual with the highest
utility) is copied to the next generation. Individuals participating in the tour-
nament can be sampled either with or without replacement (in the latter case,
when all individuals have been used, throw them back in the pool).

2.1.3 Reproduction

Once the individuals for the next generation have been selected, they are re-
combined and mutated. Many of these operators have been proposed, but I will
stick to the most elementary ones: point mutation and single-point crossover.

Mutation

Point mutation just flips each bit in the individual with a certain probability
P,,. In our example, this means that the object is either put in the sack (when
0 flips to 1) or dropped (when 1 flips to 0).

The role of mutation is to introduce diversity in the population, and to
provide an element of random search. Typical values of P, are 0.001 and 1/L.

Crossover

Single-point crossover takes two individuals and creates two new individual using
part of the first parent @, and part of the second parent b. A random breaking
point 7 is selected somewhere along the bitstring (0 < i < L), and the first
offspring consists of the first i bits of @, and the last L — i bits of b. The second
offspring is the first ¢ bits of b and the last L—i bits of @ Crossover is performed
with probability P., typically very high (> 0.5).

The role of crossover is to use high-utility solutions to create even better
solutions by combining them.

2.2 Test optimisation problems

A number of problems have become standard test cases in genetic algorithms,
and I use them too. In addition, some problems are a good test case for certain
aspects of the algorithm I present, and are therefore explained as well.

2.2.1 De Jong’s functions

De Jong’s test functions, presented in [Jong, 1975], are all based on bitstrings
§ encoding a number of real-valued numbers. In the following formulae, s(j) is
the ith real number encoded in s.

All De Jong functions need to be minimised. This is typically done by
inverting the utility, and raising it such that the fitness of the worst individual
in the population is 0. Other fitness scaling methods can be applied after this.
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De Jong’s F1

De Jong’s first test function represents a three-dimensional problem with a single
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Figure 2.5: De Jong’s F1 test function

De Jong’s F2

as shown in figure

Function two is a two-dimensional fourth-degree polynomial,

2.6.

(2.3)

< 2.048

(i)

—2.048 < s

)

)7+ (1—s{)”

=100(s(1y” — 53

.72 (S)

De Jong’s F3

planes of equal fitness,

)

The third De Jong function introduces neutral subbasins

in a five-dimensional stairway. A two dimensional version is shown in figure 2.7.

5

D Ls

(2.4)

<5.12

(i)

—-5.12<s

)

(i

(s) =

Fs3

1

%

I did not use function four because it uses noisy fitness functions, and I want

to test on stable landscapes.
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Figure 2.6: De Jong’s F2 test function

Figure 2.7: De Jong’s F3 test function
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De Jong’s F5

The fifth function contains a number of pits in an otherwise flat landscape; see
figure 2.8. The search algorithm is likely to become stuck in a suboptimal pit.

25 1

-1
. 2 - 9
ST+ (s — aij)bl

Fs(s) = |0.002 + —65.536 < s(j) < 65.536

(2.5)

500
400
300
200

100

0
100

-100 80

Figure 2.8: De Jong’s F5 test function

2.2.2 Royal Road and Royal Staircase

The Royal Road and Royal Staircase functions, described in [Mitchell et al., 1991]
and [Nimwegen, 1999], work with N K-bit blocks, which can be either aligned
or not. In the simplified case, which we use here, aligned means that the block
consists of K 1’s. In the Royal Road case, the fitness of an individual is the num-
ber of aligned blocks, while in Royal Staircase, only the number of consecutive
aligned blocks (starting at block 1) is used.

K

———
101...011101100010...10100111001
NK

In the formulae below, s(;) is the ith K-bit block in 5, and Z(¥) is the number
of consecutive 1 bits in v.

Royal Road
N

RR(3) = 3 [Z(s(3)/K] (2.6)

i=1

Royal Staircase

RS(3) = 1+ |1(3)/K] (2.7)
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2.2.3 Kauffman’s NK fitness landscapes

Kauffman’s NK fitness landscapes provide a way to adjust the epistasis within
the fitness landscape, the degree in which components of the bitstring depend
upon each other. They were introduced in [Kauffman and Levin, 1987] and a
good overview is presented in [Altenberg, 1997]. In the equation below, s; is the
ith bit in &, s;; is jth bit on which s; depends and R;(si; si,,- - -, Siy ) is a fixed
random value in [0, 1].

N
N/C(é):%;Ri(si;sil,...,sik) (28)

2.2.4 P-peak or k-DNF

The P-peak problem lets the user create a random landscape with a predeter-
mined number of peaks. These peaks are built in hamming-distance and can be
of varying height, thus making it possible to research GA performance on differ-
ent numbers or peaks P or peak heights h. They were introduced as the k-DNF
problem (because each peak can be seen as a solution to a boolean formula in
disjunctive normal form) in [Jong and Spears, 1990].

The fitness value of a string § is determined by the hamming distance to the
nearest peak and the maximum height of that peak. The peak height is linearly
interpolated between h for peak 1 and 1 for peak P:

+ (L — Hamming(s, Pgak)) itP=1
PP(S) = - (2.9)
+ Sr % (L — Hamming(5, Peak;)) otherwise

2.3 Clustering

Clustering is the science of dividing a dataset p of P observations over L vari-
ables into U partitions, such that some distance measure is minimised. In this
case, it is performed on the individuals of each generation, hopefully giving bet-
ter statistics in the case of a diverged population. As discussed before, of all the
clustering techniques available I have chosen to evaluate some k-means derived
algorithms because they are simple, fast, and have been used on this domain
before. The three techniques evaluated are k-means, convergent k-means and
fuzzy c-means.

I have chosen to cluster the individuals based on their genotype only, us-
ing Hamming distance. While better results could possibly be obtained when
clustering on phenotypic traits like parameter values or fitness, the genotype
is closer to the algorithm itself (requiring no adaptation for new domains) and
provides a major advantage: it is not necessary to scale the variables. If one
were to deal with phenotypic distances, it could be difficult to compare variables
on a 0-99 scale to variables on a 0-9 scale, and this is circumvented because all
our “variables” only have 0 and 1 as possible values.

For the problem of deciding the number of clusters in the dataset, I use Har-
tigan’s method, because it is one of the few methods able to determine if the
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data should be clustered at all:

H(k) = (P—k-1), (2.10)

W)
Wk + 1)

where W(k) is the average within-cluster distance of the clustering containing
k partitions, and P is the number of items in the dataset. Hartigan suggests
using more clusters while H (k) > 10, and I have not deviated from this setting.

To assess the performance of the clustering algorithms on this domain, I have
created two simple testbeds and a visualisation (see, for example, image 2.10(a)).
The testbeds each consist of two clusters of 100-bit individuals that the clus-
tering algorithms are supposed to separate. For each trial, the mean vectors of
the clusters, v7 and v3, are a specific hamming distance d apart, shown in the
visualisation along the horizontal axis. The clusters also have a specific spread,
expressed in the chance of a bitflip occurring on each bit (the same as if a muta-
tion would occur on the cluster mean vector; the bitflips are thus independent).
This is shown on the vertical axis of the visualisation.

The colour value, then, is the average performance of the clustering algorithm
on all trials that fell within a grid cell. Since 100000 trials were conducted for
each image and the grid is 20x20 cells, a grid cell consists, on average, of 250
trials. This performance is calculated according to the following formula:

2L —min{|m’y —oi, [|n7y — o3|}

—min {||ny — 01|, [|[n7e — v3]|} U =2

perf(U,m) = (2.11)

0 otherwise,

where U is the number of clusters found by the algorithm under testing, and m
is an L x U matrix containing the cluster centroids.

In the first testbed, the two clusters have 50 members each and their spread is
the same. In the second testbed, one cluster is much smaller and more compact
than the other, having only 25 members and half the spread of the large cluster
(which is shown on the vertical axis). The large cluster consists of 50 individuals,
while the remaining 25 individuals are random and provide white noise.

2.3.1 k-means

MacQueen’s basic k-means clustering algorithm [MacQueen, 1967] works as fol-
lows: take the first U data units in the data set as clusters of one member each.
Then assign each of the remaining P — U data units to the cluster with the
nearest centroid. After each assignment, recompute the centroid of the gaining
cluster. After all the data units have been assigned, take the existing cluster
centroids as fixed seed points and make one more pass through the data set
assigning each data unit to the nearest point. For pseudocode, see figure 2.9.
In this figure, P is the partition, assigning a cluster to each individual.
Anderberg [Anderberg, 1973] states that this method tries to minimise the
within-group sum of absolute errors according to the continuous city block or L
metric if the centroids are computed as the per-bit medians of the clusters they
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Function KMEANS(p, U)
for each i in range(U)
m < P
for each i in range(U, P)
j < nearestCentroid(p};, m)
mj < recomputeCentroid(n?;, pj)
for each i in range(P)
j < nearestCentroid(p};, m)
Ppi) < J
End Function

Figure 2.9: Pseudocode for MacQueen’s k-means clustering algorithm.

represent. However, better results in the case of differing cluster sizes have been
observed when using the L metric itself in recomputing the cluster centroids.

Figure 2.10 shows the performance of the k-means algorithm on the testbeds.
From image 2.10(a), we gather that the algorithm clusters reasonably well for
spreads of 0.125 or below, but for very small spreads,it performs poorly. The
reason for this is probably that the algorithm chooses the initial cluster centres
as the first two individuals, and if these are in the same, small, cluster, this can
result in poor clustering. In the upper-left part of the image, only one cluster is
detected, because the spread is either just too large (above 0.375) or too large
in relation to the distance between the clusters.

The results on the second testbed show a very different picture (image
2.10(b)). Because of the noise, the clustering really breaks up when the two
testclusters get close together. If they are really close (left part of the graph),
the algorithm puts them in one cluster, and assigns the noise to a second one. If
they are really small (bottom part), the algorithm separates the data into three
clusters.

2.3.2 Convergent k-means

Convergent k-means as described in [Anderberg, 1973] works the same as normal
k-means, but continues the clustering — every time taking the existing cluster
centroids as seed points — until the partition doesn’t change anymore. This
method provides for a more robust clustering, because it relies less on the order
in which the data units are supplied to the algorithm.

The results of the algorithm on the two testbeds are shown in figure 2.11. They
are much the same as the standard k-means algorithm, but with less problems
with very small clusters.

2.3.3 Fuzzy c-means

The fuzzy c-means algorithm by Bezdek [Bezdek, 1981] generalises the notion
of a partition into the fuzzy domain by introducing fuzzy pseudopartitions. In a
fuzzy pseudopartition, P(p;) is a membership vector instead of a single value;
the membership vector specifies the degree of membership for each cluster, and
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Figure 2.10: The performance of MacQueen’s k-means algorithm on the testbeds.
The colour shows the average score of the algorithm on all the trials in a grid cell.
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(b) The second testbed, where one
cluster has only 25 members and the
other 50, with the remainder of the
population being noise. The smaller
cluster also has half the spread of the
larger one.
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Figure 2.11: The performance of the convergent k-means algorithm on the
testbeds. The images show that the algorithm has less trouble with very small
cluster spreads than k-means on the first testbed.
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satisfies .
Vie P:Y P(pi); =1 (2.12)
j=1

This allows for a finer distinction of membership during the clustering, but
because the final result must be a normal partition, the fuzzy pseudopartition is
hardened at the end of the clustering by assigning each individual to the cluster
to which it has the highest degree of membership.

The algorithm was used for the genetic domain in [Dittrich et al., 1998], and
the version I use works as follows:

1. Create an initial fuzzy pseudopartition P(©) by assigning the degrees of
membership randomly, while satisfying equation 2.12.

2. Calculate the U cluster centres by using the following formula:

P NG =
- - (P! .
) _ Lz (PEL) 7 (2.13)

7, (Pa)

where © > 1 is a real-valued “fuzzyness” parameter.

3. Update the fuzzy pseudopartition. If an individual coincides with one or
more cluster centres, spread its degree of membership uniformly over those
centres. Otherwise, apply

(t+1) (g =Y P\
) = Z(l—) L

=\ = |
where ||Z — ¢]| is the distance between Z and .

4. Compare P#+1) to P T calculate this distance as the largest movement
of a cluster centre between P®) and PE+1):
[P = PO] = max ™ —m(P|| (2.15)

As long as this distance is larger than a certain value €, the iteration
continues with step 2.

I have used € = 1-1073, = 1.25 and L; as the distance measure. When p — 1,
the algorithm converges to a generalised convergent k-means. When y — oo,
all cluster centres are near the middle of the dataset.

On the first testbed, fuzzy c-means performed worse than the convergent k-
means algorithm; see image 2.12(a). Although the behaviour is quite similar, the
curve is flatter such that clusters with large spreads in relation to their distances
are not recognised. However, the algorithm shines when noise is present, as is
apparent from image 2.12(b). While perhaps not as good with high-spread
clusters as the non-fuzzy versions, the clustering is a lot more consistent and
perfect scores are achieved on smaller distances.
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Figure 2.12: The performance of Bezdek’s fuzzy c-means algorithm on the
testbeds. The algorithm performs worse on high-spread clusters, but much better
in the presence of noise.

Note, though, that because of the fractional exponents in the computation
of the centroids and updated memberships, this algorithm is quite a bit slower
than the previous two.

After evaluating these results, I opted to go with the fuzzy c-means technique,
because it is the most robust of the algorithms that were considered. Although it
is slow, real-world applications with complex evaluation routines will not suffer
from this greatly.

2.4 Principal component analysis

Principal component analysis (PCA) is a technique designed to map L variables
in a correlated multivariate dataset onto L new variables that are linear combi-
nations of the original ones [Jolliffe, 1986]. These new variables are uncorrelated
and sorted to the degree of variance that they explain. By choosing just the
first D of the new variables, the original L-dimensional dataset can be projected
onto a D-dimensional subspace that nevertheless explains a lot of the variance
in the data (see figure 1.7).

I use PCA to map L-dimensional cluster centroids onto a 2-dimensional
space, using the first two principal components. This allows the user to get a
rough overview of the place of the clusters in relation to each other and clusters
in previous generations.

To calculate the principal components of an L-dimensional dataset consisting
of P observations (represented in an observation matrix ), the data is first
normalised such that the means of each variable is zero (because the PCA axes
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will all go through the origin):

P
|
0ij = Tij = 5 D, Tiks (2.16)
k=1

where z;; is the value of the ith variable of the jth observation. Next, obtain
the covariance matrix ¢ by postmultiplying o with its transpose o’ :

1
c= FOOT (2.17)

such that »
Cij = 72’“:1;”% ) (2.18)

using, for simplicity, a P divisor instead of (P — 1). To use the correlation
matrix instead of the covariance matrix (in order to normalise the variables to
unit variance), divide each z;; by the the square root of the variance of ;..

Obtaining the principal components is now a matter of determining the
eigenvalues and corresponding eigenvectors of the covariance/correlation matrix:
solve

lc— M| =0 (2.19)

and then solve
(C — AkI)Ulc =0 (220)

for each \;. The eigenvector v, with the highest Ay is the first principal compo-
nent, explaining the most variance that any linear combination of the original
variables can. The eigenvector with the second-highest A\ is the second principal
component, etc.

The PCA code used in this thesis was written by Fionn Murtagh [Murtagh, 1989]
and contains routines from Numerical Recipes [Press et al., 1988].

2.5 Visualisation techniques

I will describe the graphs used in the next chapter, as well as the algorithms
used to create them, if they are not obvious.

2.5.1 Generation/fitness graph

The generation/fitness graph (figure 2.13) is the most widely used visualisa-
tion technique for genetic algorithms. This version contains three lines: a blue
line showing the best fitness in the generation, a green line showing the aver-
age fitness, and a red line showing the worst fitness. Generations are plotted
horizontally, and fitness vertically. Obviously the lines will never cross, thus
providing a neat picture of the fitness convergence of the simulation.

Because often more detailed information is necessary than the graph can depict,
the user can select a specific generation with the mouse and get the exact vales
of best, average and worst fitness.
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Figure 2.13: The generation/fitness graph, showing fitness convergence.

2.5.2 Fitness distribution graph

The fitness distribution graph (figure 2.14) is an adaptation of the “fitness land-
scape” visualisation presented in [Harvey and Thompson, 1996]. The difference
is that the height dimension of the original visualisation has been changed into
a hue colourmap, thereby avoiding overlap. The procedure to create the graph
is as follows:

1. Create a hue colourmap starting with the lowest fitness in the entire simu-
lation at angle 0 and ending at the highest fitness at angle %” (see appendix
B).

2. Sort the individuals of each generation according to their fitness values.

3. For each generation, drawn along the horizontal axis, plot the colourmapped
fitness values of its population along the vertical axis.

Thus, a visualisation of the fitness structure of the entire simulation is rendered.
This view allows the user to get an idea of the takeover rate as well as the mu-
tation force. The takeover rate is defined as the number of generations it takes
for a new best-fit individual to take over a significant part of the population.

Figure 2.14: The fitness distribution graph, which allows for a rough view of
takeover rate and mutation force.

Again, the user can get more detailed information about the specific fitness
of an individual by pointing the mouse somewhere in the graph. It will then
display statistics about the generation, as well as the fitness of that particular
individual.

2.5.3 Cluster visualisation

The cluster visualisation (figure 2.15) strives to give insight into the relative
separation and movement of the clusters. For this, the clusters are drawn on
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the first two principal components (see section 2.4) of the point cloud determined
by all cluster centroids across all visualised generations. Around each cluster
centroid a circle is drawn with a particular size and colour, which can be mapped
from cluster size, within-cluster error and mean fitness. Lines between these
circles denote parent-child relationships. A cluster ¢ in generation ¢ is said to
be a child of cluster p when p is the cluster closest to ¢ in generation ¢ — 1, and
the distance between ¢ and p is smaller than twice the average within-cluster
distance of p.

The circle surface area in figure 2.15 is determined by cluster size and colour by
within-cluster error. The visualisation is tested on an artificial testbed where
one 100-individual, 100-bit cluster is moving from 0000...00 to 1111...11 and
then splitting into two 50-individual clusters moving to 0101...01 and 1010...10.
All clusters have a mean within-cluster error of 5. In image 2.15(a), no noise
has been added and you can see that the image provides a clear view of what is
happening, whereas in image 2.15(b) 25  of the population is noise (which has
caused the clustering to create a separate noise cluster) and it is impossible to
find a mapping which prevents overlap.

However, because the axes in this graph are the first two principal compo-
nents — which are the axes with the most variance that can be created by linearly
combining the original axes , overlap is minimised, and we can study the spa-
tial relations between the clusters. Care must be taken, however, that we keep
in mind that the visual representation of these relations is based on providing as
high a variance as possible within the graph; conclusions about variance based
on the graph should therefore be treated with caution. For example, the curved
lines in the images are a result of projecting a high-dimensional space on two
dimensions, while looking at an angle. In reality all angles are 90 degrees, but
it is impossible to find a projection that reflects this.

The user can interact with this visualisation by selecting a cluster. The program
will then show information about that cluster consisting of its generation, size,
within-cluster error and average fitness.

2.5.4 Generation/cluster graph

In the generation/cluster graph (figure 2.16), the lineage, birth, death and
change of clusters is shown, without the spatial dimension the cluster visu-
alisation has. This allows for a more detailed inspection of said events. The
graph has the following properties:

e Generations are drawn along the horizontal axis.

e For each generation, its clusters are plotted along the vertical axis, using
the following placing constraints:

1. The clusters of the first visualised generation are spaced equally along
the vertical axis.

2. The child with the longest line of descendants is plotted at the same
height as the parent.

3. Other children are spaced such that as much branching room is avail-
able as possible within the previous constraints.
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(a) o noise (b) 25 noise

Figure 2.15: The cluster visualisation, designed to get an idea of the relative
separation and movement of clusters. The axes, being the first two principal
components of the point cloud determined by the cluster centroids of all visualised
generations, provide a maximum of separation to prevent overlap. The area of
the circles is mapped from cluster size, and the colour from within-cluster error

e The width and colour of a cluster can be mapped from cluster size, within-
cluster error and fitness. These parameters are interpolated between par-
ent and child. In figure 2.16, width is mapped from cluster size, and colour
from within-cluster error. The figure was made under the same testing cir-
cumstances as the cluster visualisation described in section 2.5.3.

Because the generation/fitness graph has a specific “time” axis and can plot the
clusters for best viewing, it is a lot less cluttered than the cluster visualisation.
Of course, no spatial information can be deducted from it. As you can see in
image 2.16(b), no overlap is occurring here and we see that the noise cluster
isn’t related to the main one, which wasn’t clear from the cluster visualisation
presented in section 2.5.3. We can also see that the clustering algorithm only
finds the two clusters distinct enough to separate around generation 118, and
that the within-cluster distance was growing before that time.

The extra information that can be obtained from this graph by interaction are
the same as with the cluster visualisation. See appendix C for a screenshot
which shows this interaction.
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(a) o noise

(b) 25 noise. The narrow blue line is a noise cluster which is smaller than
the other ones, but has a much larger spread.

Figure 2.16: The generation/cluster graph, showing cluster lineage and genotype
convergence.



Chapter 3

Results

In this chapter, the results of the research are presented. The effect of param-
eter settings and selection scheme on the various visualisations is shown, and
observations are made. I will also show some examples of using the visuali-
sations to study the fitness landscapes instead of the algorithm. Finally, some
experiments on the trajectory of the algorithm that were inspired by viewing the
visualisations are also presented. Interpretation of the experiments will occur
in chapter 4.

The results in this chapter were generated using the default values shown in
appendix A, except where otherwise stated in the captions. For an explanation
of the colours used, see appendix B; please note that we are not specifically
interested in the absolute values of the colours used, and therefore scales will
not be printed alongside each figure.

3.1 Parameter settings

As noted earlier, genetic algorithms can have a lot of parameters, and there
are no explicit rules on how to set them. I will highlight three of them below,
and discuss what their effects are on the various visualisations presented in
the previous chapter. All three are parameters setting the trade-off between the
exploration of the search space, leading to new solutions and escaping from local
optima, and exploitation, leading to refinement of the solutions that have already
been found. This trade-off is a fundamental aspect of all search algorithms, and
the optimal setting is dependent on the actual optimisation task at hand.

The experiments in this section are not averaged over a number of runs, but
care has been taken to ensure that the observations made in this section are
consistent and not limited to the runs presented.

3.1.1 utation pressure

The mutation pressure in a GA using point-mutation is determined by the
probability, per bit, of a bit-flip occurring. Typical values for this parameter
are 0.001 or 1/L, L being the number of bits in a genotype. Higher mutation
settings can speed up evolution, but also lead to loss of solutions by disrupting
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them. It is the task of the user to find a setting that is appropriate for the
domain, and visualisations can help make that decision.

Figure 3.1 displays the effect of mutation pressure on the generation/fitness
graph. When examining these images, some observations can be made:

(a) 0.0001 Mutation rate

(b) 0.0012 Mutation rate

Figure 3.1: The e ect of the mutation rate on the generation/fitness graph for
the (100, 10) problem. The lines depict best, average and worst fitness.

e The slope of the green average fitness line in the image showing the lower
mutation rate 3.1(a) is slightly steeper than in the higher mutation rate
image 3.1(b).

e A lower mutation rate causes the green average fitness line to more closely
follow the blue best fitness line, especially in later generations. In fact,
they almost coincide.

e In the lower mutation rate image the red worst fitness line is very close
to, and often touches, the green average fitness line.

e While no better-fit individuals are found after generation 250 in the lower-
mutation image, this continues to happen with a higher mutation rate.
Note, though, that image 3.1(a) has a higher best fitness at that time
than 3.1(b).

e There is a drop in average fitness around generation 800 in image 3.1(b).

Figure 3.2 shows the same runs on the fitness distribution graph. The observa-
tions about this figure are the following;:
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(a) 0.0001 Mutation rate

(b) 0.0012 Mutation rate

Figure 3.2: The e ect of the mutation rate on the fitness distribution graph for
the (100, 10) problem. The colours represent an individual’s fitness, and are
sorted form top (lowest, red) to bottom (highest, purple).

e Again, the slopes are steeper with a lower mutation rate. Note that the
colours are computed for best viewing per image, and will therefore not
be compared.

e A higher mutation rate causes the edges between the fitness values to be
more rugged. The difference between the fitness distributions of nearby
generations is greater.

e Asmnoted above, no new best-fit individuals are found in the lower mutation
rate image after generation 250.

e We can now very clearly see the drop in average fitness in image 3.2(b),
occurring at the same time that a new best-fit individual starts taking
over the population.

e In the high mutation rate image, at the end of the evolution, the amount
of individuals with the highest fitness is lower than in the low mutation
rate image. There is a noticeable gap between the top of the figure and
the first highest-fitness individual.

3.1.2 Selection pressure

Selection pressure is determined by the nature of the problem domain, any
(scaling) operators applied to the fitness values, and the selection scheme. In
order to have a well-defined value with which to set the selection pressure, I
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use the C)¢ parameter from the linear fitness scaling. When using remainder
stochastic sampling, a C,,;: value of 1 means that selection does not depend
on fitness at all, while a value of P means that the next generation will consist
completely of copies of the best-fit individual. Typical values of this parameter
are 1.2 and 2.

Again, there is a tradeoff between low selection pressure allowing a broader
search, and high selection pressure speeding up evolution but risking getting
stuck in a local optimum.

In figure 3.3, the effect of selection pressure on the generation/fitness graph is
shown. Again, these pictures give rise to some observations:

(a) 1.2 selection pressure

(b) 2.0 selection pressure

Figure 3.3: The e ect of the selection pressure on the generation/fitness graph
for the (100, 10) problem. The lines depict best, average and worst fitness.

e The change in slopes, already observed when changing the mutation rate,
is much more pronounced. A factor two change in selection pressure gives
rise to a much greater change in slope than a factor ten change in mutation
rate.

e The best fitness is less noisy when using a higher selection pressure. A
decrease in the best fitness is much less likely in this case.

e The average fitness more closely follows the best fitness when using high
selection pressure.

We can examine the change in the fitness distribution graph as well. Figure
3.4 shows this. The observations about this figure are the following:
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(a) 1.2 selection pressure

(b) 2.0 selection pressure

Figure 3.4: The e ect of the selection pressure on the fitness distribution graph
for the (100, 10) problem. The colours represent an individual’s fitness, and
are sorted form top (lowest, red) to bottom (highest, purple).

e There is again a marked change in slope, with the high selection pressure
slopes being almost vertical.

e A change in ruggedness of the fitness edges is also apparent, but this time
this is not the case at the end of the evolution; the ruggedness in the top
right corner of the image is about the same in both images.

It is interesting to take a look at the effects of selection pressure on the
generation/cluster graph, not only because of the cluster lineage, but also to
view the within-cluster distance. In figure 3.5, purple means an average within-
cluster distance of 50, and red of 0. The observations about this figure are the
following:

e The average within-cluster distance converges much faster in the high
selection pressure image 3.5(b).

e Long-lived clusters (aside from the main trunk) are more likely to occur
under lower selection pressure. Examination has shown that these clusters
are not far apart, but rather very close in both genotype and fitness.

A special case occurs when the mutation rate is so high that no evolution occurs
at all. This is shown in figure 3.6. In this case there are no slopes at all and
there is no trend in the fitness distribution, just noise.
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(a) 1.2 selection pressure

(b) 2.0 selection pressure

Figure 3.5: The e ect of the selection pressure on the generation/cluster graph
for the (100, 10) problem. Colour represents mean within-cluster distance
from red (lowest, 0) to purple (highest, L 2), and width represents cluster size.

Figure 3.6: The result of using a value for the selection pressure that is unable
to cope with the mutation for the (100, 10) problem. Mutation rate is 0.002
and selection pressure is 1.05. The colours represent an individual’s fitness, and
are sorted form top (lowest, red) to bottom (highest, purple).
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3.1.3 Selection scheme

Which scheme is used to select the individuals for the next generation has a
large effect on the performance of a GA. The choice of selection scheme impacts
the selection pressure in a nonlinear way, and cross-scheme comparisons of a
scaling parameter are therefore difficult. We will review three selection schemes:
stochastic sampling, remainder stochastic sampling and tournament selection.
Stochastic sampling and remainder stochastic sampling have the same expected
number of offspring, and are therefore easily comparable. Tournament selection
is used as an example of a different option.

Figure 3.7 shows how the choice of selection scheme affects the fitness distribu-
tion graph:

(a) stochastic sampling

(b) remainder stochastic sampling

(c) binary deterministic tournament selection

Figure 3.7: The fitness distribution graph for some selection schemes acting on
the (100, 10) problem. The colours represent an individual’s fitness, and are
sorted form top (lowest, red) to bottom (highest, purple).
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e The stochastic sampling selection scheme in image 3.7(a) is more rugged
than the remainder stochastic sampling shown in 3.7(b). Other than that,
there is no significant difference.

e Tournament selection, however, has very steep slopes, comparable to 3.4(b).

e Also, for tournament selection there is a difference in the ruggedness of
the top-right part of the image; it is a lot more stable than in image 3.7(a)
or 3.7(b)

We get more insight into the difference between stochastic sampling and re-
mainder stochastic sampling by looking at the generation/cluster graphs shown
in figure 3.7. Here, the changes are a lot more apparent:

(a) stochastic sampling

(b) remainder stochastic sampling

(c) binary deterministic tournament selection

Figure 3.8: The generation/cluster graph for some selection schemes acting on
the (100, 10) problem. Colour represents mean within-cluster distance from
red (lowest, 0) to purple (highest, L 2), and width represents cluster size.
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e Especially at the start of the evolution, there is a lot more clustering going
on when using the stochastic sampling selection scheme in image 3.8(a)
than when using remainder stochastic sampling in image 3.8(b), even when
comparing this at the same level of genotype convergence.

e Genotype convergence is a lot quicker with stochastic sampling than with
remainder stochastic sampling.

e The tournament selection shown in image 3.8(c) has even less clustering
and even faster genotype convergence.

3.2 Problem domains

Until now, we have only looked at the NK fitness landscape, and only in one
particular configuration. However, when using a genetic algorithm the most
difficult aspect is tuning it to your fitness landscape, by using a good coding
and choosing acceptable parameter settings. It is therefore important to see
what a change in fitness landscape does to the various visualisations provided
here, and to perhaps recognise what kind of landscape is under consideration.
Although only a very rough picture can be estimated from these visualisations,
it still is instructive to have a look.

3.2.1 Different landscape topologies

First, we will take a look at the results of the visualisations when substantially
different landscapes are considered. Those landscapes are the ones presented in
chapter 2: De Jong’s F1, F2, F3 and F5; Royal Road and Royal staircase, Kauff-
man’s NK landscapes and P-peak. Not all visualisations for these problems will
be given, but an interesting subsection will be presented.

Figure 3.9 shows the fitness distribution graph for three different landscapes:
De Jong’s F5, Royal Staircase and Kauffman’s NK landscape. If we now look
at the different fitness transitions, some interesting differences occur:

e Image 3.9(a) shows only one fitness transition: from red to purple, and
during this transition the individuals’ fitness values grow rapidly, shown
by the tightly packed colours during the event.

e Image 3.9(c) also has only one transition, but this one is a lot smoother. It
occurs much later in the evolution as well, but this fact is observed more
closely in section 3.2.2.

e Image 3.9(b) has very sharp edges, showing no gradient of colours during
a jump in fitness.

Looking at the generation/fitness graph, we can spot a difference between
the Royal Road and Royal Staircase problems, as shown in figure 3.10. The
obvious difference, apart from the fact that Royal Road evolves much quicker,
is the fact that in image 3.10(a) the red worst fitness line is not far below the
green average fitness line, while in image 3.10(b) the worst fitness is often zero.
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(a) De Jong’s F5 problem

(b) (20, 5) Royal Staircase

(c) The (100, 10) landscape

Figure 3.9: The fitness distribution graph for some di erent landscape topologies.
The colours represent an individual’s fitness, and are sorted form top (lowest, red)
to bottom (highest, purple).
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(a) (20, 5) Royal Road

(b) (20, 5) Royal Staircase

Figure 3.10: The generation/fitness graph for the Royal Road and Royal Staircase
problems. The lines depict best, average and worst fitness.

In the generation/cluster graphs showing the genotype convergence in figure
3.11, something else catches the eye. Because we are talking about genotype
convergence here, it is important to note that with the parameters chosen, these
problems are very close in length: 80 bits for De Jong’s F3 and 100 bits for the
other two problems.

e After evolution has stabilised, meaning that the algorithm has been at
a (local) optimum for a long time, image 3.11(a) stays relatively uncon-
verged, whereas images 3.11(b) and 3.11(c) are near total genotype con-
vergence.

e After fitness convergence, some clustering (apart from very short-lived
orphan-clusters) is still taking place in image 3.11(c), but not in 3.11(a)
and 3.11(b).

3.2.2 Different parameters for the NK landscape

Kauffman’s NK landscapes are a way to adjust the epistasis and therefore dif-
ficulty of a problem with a single parameter. They are therefore a good way of
comparing the visualisation results for different problem complexities with little
other effects going on.

Figure 3.12 shows the generation/fitness graph for two values of K. We observe
the following changes between a low and high K value:
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(a) De Jong’s F3 problem

(b) (20, 5) Royal Road

(c) The (100, 10) landscape

Figure 3.11: The generation/cluster graph for some di erent landscape topologies.
Colour represents mean within-cluster distance from red (lowest, 0) to purple
(highest, L 2), and width represents cluster size.
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(b) 15

Figure 3.12: The generation/fitness graph for di erent  values on a 100-bit
landscape. The lines depict best, average and worst fitness.

e The low-K fitness lines start going up immediately while the high-K lines
only start at around generation 300.

e The distances between the best fitness and average fitness, as well as
between the average fitness and worst fitness, are larger in the high-K
case.

e The worst fitness line is more rugged when using a high value for K.

The fitness distribution graph, shown in figure 3.13, also shows some differ-
ences.

e Again, we can see that it takes a lot longer for the high-K graph to start
displaying any consistent changes. However, the slopes do not seem to be
significantly less steep.

e Especially in the later generations, the gap between the top of the figure
and the best-of-generation individuals is a lot bigger with a high K value.

3.3 Tra ectory analysis

After analysing the trajectory of the algorithm on a 2-peak landscape, some
more research seemed necessary. Unless under very strict and noneconomic
circumstances, the algorithm will not split between the two peaks as I originally
expected (shown in figure 3.14(a)), but rather starts climbing one of the two
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(b) 15

Figure 3.13: The fitness distribution graph for di erent values on a 100-bit
landscape. The colours represent an individual’s fitness, and are sorted form top
(lowest, red) to bottom (highest, purple).

peaks very early in the evolution even in the absence of crossover; figure 3.14(b)
shows this.

This causes some concern: what if one of the peaks is better than the other,
and this difference is only apparent at the top of the peak? Figure 3.15 gives
insight in this situation.

In figure 3.15(a), it can be seen that the percentage of runs that the algorithm
is stuck at the suboptimal peak is near zero when the maximum fitness value
of that peak is 90 of that of the main peak. When the peaks are the same
height, this is of course random chance. Figure 3.15(b) shows that the actual
averaged fitness stays very high (always above 0.99), with a local minimum near
a secondary peak height of 0.965.

In certain cases, we can also track another part of the trajectory of a genetic
algorithm, discussed in [Nimwegen, 1999]. Van Nimwegen sketches a view of the
search in which a GA diffuses through neutral subbasins, and contracts through
portals onto new fitness planes. This effect can be observed in figure 3.16. In
this figure, we can see that the mean within-cluster distance contracts right
after a jump to a higher fitness plane and slowly diffuses afterwards. Figure
3.17 shows generations 85 to 105 of the same run on the cluster visualisation.
You can clearly see the population splitting up in a low-fitness and high-fitness
cluster.
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(a) 0.001 mutation rate, no (b) The default parameters make the
crossover, 1.05 selection pres- algorithm choose one peak very early
sure. This configuration causes the in the evolution process.

algorithm to consider both peaks at
once for a prolonged duration.

Figure 3.14: The cluster visualisation for the 100-bit 2-peak problem. Colour
represents mean cluster fitness from red (lowest) to purple (highest), and circle
size represents mean within-cluster distance. Convergent k-means clustering was
used, as this routine was shown to produce better results with large between-
cluster distances.
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2-peak, Remainder stochastic sampling, 1000 generations
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(a) Percentage of non-optimal solutions plotted as a function of secondary
peak height.
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(b) Average fitness plotted as a function of secondary peak height.

Figure 3.15: Extra results on the tra ectory of a genetic algorithm without
crossover on the 100-bit 2-peak problem with varying secondary peak height.
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Figure 3.16: The generation/cluster graph for the (20, 8) royal staircase problem.
The green colour right after the first ump in fitness signifies a mean within-
cluster distance of 35, and the blue colour ust before the second ump is a mean
within-cluster distance of 50.

Figure 3.17: The cluster visualisation for generations 85 to 105 of a run of the
(20, 8) royal staircase problem. Colour represents mean cluster fitness from red
(lowest) to purple (highest), and circle area represents cluster size.
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Chapter 4

Discussion

This chapter discusses the results found in chapter 3. It follows the same format
for ease of reference.

4.1 Parameter settings

4.1.1 utation pressure

The reasons for the behaviour observed in section 3.1.1 are simple: mutation
causes disruption of solutions, and fitness convergence is therefore less quick in
simulations done with higher mutation rates. Also, the mutation poses a limit
on the amount of fitness convergence that can take place, because it will continue
disrupting the population. Finally, the higher the mutation rate, the bigger the
chance of the mutation to create radically lower fit individuals, especially after
the search has reached smaller, higher-fitness plateaus.

This last characteristic is very clear from the fitness distribution graphs
shown in figure 3.2: the rugged edges at the top right of graph 3.2(b) show not
only the (relative) fitness of the lowest-fit individuals, but also how many of them
there are, something not easily deductible from the generation/fitness graph in
figure 3.1. It is this amount of lowest-fit individuals that most characterises the
mutation force. This will become clear when we discuss the effect of selection
pressure in the next section.

The drop in average fitness around generation 800 in image 3.2(b) is not directly
a result of mutation, but rather of crossover. If a new best-fit individual is found
some distance from the previous one, the population will be drawn there, but
not instantly. There is a time when both solutions have individuals spread
around them, and crossover between these is likely to yield lower fitness values
than crossover within one such cluster, hence the drop in average fitness.

4.1.2 Selection pressure

Since selection pressure is the primary way to set the speed of the evolution, the
findings in section 3.1.2 can not come as a surprise: exploiting good solutions
by giving them more trials in the next generation will lead to greater fitness
convergence and generally speedier evolution, provided the search does not get
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stuck in a local optimum. The slope of the generation/fitness graph and fitness
distribution graph (figure 3.4) is therefore a better indication of the selection
pressure than of the mutation rate, but should always be seen as the interaction
of these two parameters with the problem domain.

As noted in the previous section, the amount of lowest-fit individuals is
a better measure for the mutation rate, and this can be seen in figure 3.4.
Changing the selection pressure does not notably change the ruggedness of the
top right corner of the graph.

Having a greater chance of retaining the best-fit individual, also observed
to be a characteristic of a high selection pressure, is of course the result of
creating more copies of it in the next generation, thereby augmenting its survival
rate through mutation and crossover. There is however a more efficient way of
making sure the best-fit individual is not destroyed, called eletist selection. This
method first copies the best-fit individual to the next generation and does not
perform mutation or crossover on it. The rest of the evolution process remains
the same, but with only P — 1 places left in the next generation.

Looking at observations about the generation/cluster graph in figure 3.5,
we can say that the amount of long-lived clusters is lower under high selection
pressures because even a slight drop in fitness will cause the algorithm to go
exclusively with the higher-fitness solution. The fact that there are no clusters
with large differences in fitness follows directly from this, but there only being
clusters very close together has another reason, already noted in section 4.1.1:
crossover. The high crossover rates used in genetic algorithms will disrupt dif-
fering solutions so much that in practice only one cluster will survive. T will
discuss this more in detail in section 4.2.2.

Now that we have observed the effects of mutation- and selection pressure on
the different graphs, we can try turning this around: which graph forms should
we desire, and how should we obtain these forms? Of course, the average fitness
should increase over time, but applying a strong selection pressure, observed
to be the best way of achieving this, will just result in premature convergence.
Increased mutation, which poses a limit on the genotype convergence possible,
can then be used to keep the exploration going. Care must be take however
that while this high-selection, high-mutation scheme can give good and quick
results, it will tend to disrupt genotypes too much for any subtle local search
to take place.

These ever present trade-offs are what make GAs nontrivial to adapt to a
specific problem domain. The interaction of them with the problem also makes
it impossible to determine optimal evolution parameters just by looking at the
population composition via the various visualisations presented; what counts is
the end result, and this cannot be predicted without intimate knowledge of the
problem domain. What remains to us are broad generalisations about trends
that have been observed to be good or bad, but this can vary significantly
depending on the problem under consideration.

One of these trends is that a quite rapid takeover rate usually offers good
results. While it might seem advantageous for the quality of the solution to
have a very diverse population, most of the time this will result in too little
progression, and will not pay off. It is better to try the run again with a new
initial population than having a long single run which converges too slowly.
Therefore we should look for steep slopes in the fitness distribution graph.
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Another trend is that while the takeover rate should be quite fast, too much
genotype convergence must be avoided. Outlier genotypes created by crossover
or mutation must have a chance to develop, even if their fitness is lower than
average. Therefore, we must favour fitness distribution graphs which show some
not insignificant part of the population to be of lower fitness than the optimum
in that generation. Looking at the cluster visualisation, this means clusters with
relatively large within-cluster distances.

Of course, it can be profitable to have more local search at the end of the evolu-
tion in order to further optimise the solution. This can be done by lowering both
the selection pressure and mutation pressure as a function of the generation, but
this falls outside the scope of this thesis.

4.1.3 Selection scheme

As noted in section 3.1.3, the difference between stochastic sampling and remain-
der stochastic sampling is mainly one of stability. While the expected number
of offspring of an individual is the same in both cases, the differences in fit-
ness distribution between generations are a lot larger with stochastic sampling.
The difference can be attributed to the decreased variation of the remainder
stochastic sampling scheme: it depends less on random chance, and the makeup
of nearby generations is therefore more likely to be similar. This effect is also
likely to be the reason for the inconsistent clustering going on in figure 3.8(a).

The difference in genotype convergence is also directly related to this. Be-
cause less genotypes are lost due to random chance, the population converges
more slowly. There is, however, not a significant difference in consistency of the
clustering. As a matter of fact, any consistent clustering present in the images
in figure 3.8 only occurs after the genotypes are significantly converged, being
more a result of small irregularities than any large splits in the population. In
this case, the main reason a clustering algorithm was employed — getting clearer
statistics in the case of a divided population — is not present. This will be
discussed more thoroughly in section 4.3.

4.2 Problem domains

4.2.1 Different landscape topologies

In section 3.2.1, we saw that the visualisations can not only be used to examine
the genetic algorithm, but also to draw conclusions about the fitness landscape
on which the search is taking place.

Via the fitness distribution graph we noted that in the problems under con-
siderations three different fitness transitions can be observed, and we now look
at the structure in the landscapes that explain those differences. De Jong’s F5
has a very rapid transition from lowest-fitness to highest-fitness, and it is clear
why from looking at figure 2.8: the algorithm will start with most individuals
on the plane, and then randomly dive into one of the pits, becoming trapped.
This pit can be either the global or a local optimum, but it is unlikely for the
algorithm to escape from it. The pits are very steep, but not vertical, so higher
and higher fitnesses will follow each other in rapid succession until the optimum
is reached.
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The Royal Staircase problem has even sharper transitions, and this is the
result from vertical ”walls”: The algorithm does not climb a wall, it just passes
onto the new fitness plane. This is very different from the NK landscape, in
which the algorithm essentially climbs only one “slope” during evolution, with
no consistent fitness changes occurring before or after. This is the difference
between epochal evolution, in which fitness transitions are few and there are
long periods of stasis in between, and continuous evolution, in which newer
fitness values are continually reached until the algorithm becomes stuck.

We also examined the generation/fitness graph for the Royal Road and Royal
Staircase problems, and found a significant difference in the worst fitness of a
generation. Because we know the landscapes, this is easily explained as well: in
Royal Road, the maximum damage a mutation can do is disturb one building
block, while in Royal Staircase a mutation at the start of a chromosome can
bring the individual to the lowest fitness possible. We can therefore look at the
worst fitness line as a measure of the damage of mutation.

The last characteristic presented in section 3.2.1 was genotype convergence.
We noted that De Jong’s F3 function is not converged after reaching the global
optimum, and the Royal Road problem is. This is of course because of De
Jong’s F3 having a global optimal plane, and the Royal Road a global optimal
peak. What is important about this, however, is that it shows that just looking
at genotype convergence does not predict the end of evolution. If genotype
convergence is to be used as a stopping criterion, perhaps it would be better to
look at the change in genotype convergence instead, for reasons of populations
contracting onto new fitness planes as explained in section 4.3.

As for the noted difference between post-convergent clustering between the
Royal Road problem and NK landscape, this is probably a result of the relative
power of mutation and crossover: there are a lot of possible mutations on the
NK landscape that will not reduce the fitness too much, while every mutation
on the optimal solution to the Royal Road problem decreases the fitness by one
unit. In other words: the (global) optimal peak of the Royal Road problem is
much steeper than of the NK landscape.

4.2.2 Different parameters for the NK landscape

There are two main differences between the pictures shown in section 3.2.2. The
first is that the landscape with a greater epistasis (high K value) takes much
longer to start showing a consistent increase in fitness values. This has been
observed in [Spears, 1998], and Spears gives results showing that this can be
attributed to the effectiveness of the crossover operator. He shows this in light
of the P-peak problem, but the results are much the same in the NK landscape
presented here: high epistasis affects crossover in a negative way, because it
is less likely to combine partial solutions into better ones. The operator only
recovers from this in relatively converged populations, where the partial solu-
tions are more compatible and therefore more probable to combine into better
individuals.

The second difference is the fitness of non-optimal individuals in each gener-
ation. The fitness of non-optimal solutions is lower in the landscape with higher
epistasis, and this can be understood in terms of mutation. The effect of mu-
tation is greater if it disrupts more component terms of the solution, and since
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epistasis is the degree in which bits rely upon each other it is clear that mu-
tation will have a much larger effect on an individual’s fitness in high-epistasis
landscapes.

Earlier, we noted that the amount of low-fitness individuals in a generation
can be taken as a measure for the mutation pressure. Now we see that the
fitness distribution graph does not show the entire picture in this regard: it is
not probable that there are more lower-fit individuals in image 3.13(b) because
mutation pressure remains the same, but the figure seems to imply this. In fact,
one would expect less of them because their fitness is lower and selection will
cut them out faster. Study shows that this is indeed the case, and that this can
not, easily be seen from the fitness distribution graph: because mutation has
less of an effect, the colour difference between the optimal individual (at least,
the best one found by the algorithm until that generation) and that of slightly
mutated ones is barely distinguishable.

4.3 'Tra ectory analysis

Thus far, most of the observations about different parameters, etc. have been
done using the generation/fitness graph and fitness distribution graph. The
more innovative cluster visualisation and generation/cluster graphs seem to pro-
vide a lot less insight in the evolution than originally hoped, and this has one
main reason: the population of a genetic algorithm does in general not visit mul-
tiple diverse solutions at any one time. It will cluster around one local optimum
or in one neutral subbasin and rely on diffusion or lucky mutations/crossovers
to free it from that state, in which case the entire population will escape onto a
higher fitness plane (see [Nimwegen, 1999]).

The expected behaviour, that in the light of multiple local optima with the
same fitness the algorithm would cluster near these optima until one proves
to be a jumping point to a new plane, seems only to occur in very specific
circumstances, as shown in figure 3.14. Usually, crossover and a high selection
pressure will favour one of the optima over the other because of random chance.
I mention crossover in this because, as mentioned in section 4.2.2, it inhibits
evolution in high-epistasis landscapes until the population is relatively converged
(while this may plead for less of an emphasis on crossover in genetic algorithms,
this is erroneous. [Spears, 1998] shows that even in high-epistasis landscapes,
crossover has a net positive effect on the evolution).

To further research this, the plots in figure 3.15 were made. They show
that even though the algorithm does not climb the correct peak all the time,
the reputation that GAs find good semi-optimal solutions still seems deserved:
when, as in our case, the steepness of the peak depends on the ultimate peak
height, the chance of choosing the wrong one to climb decreases faster-than-
linear in the penalty. This suggests that, in the general case, even a small
difference in fitness will on average cause the algorithm to climb the better
peak, provided that enough reinforcement is available.

The final figures presented in section 3.3, figures 3.16 and 3.17, show us the
process of diffusion and escape in neutral subbasins. In figure 3.16, we can
see that the population diffuses when no reinforcement from fitness values is
available, and when a new fitness plane is found the population contracts onto
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iscussion 4.3. Tra ectory analysis

it. Observe that at that time the population can be thought of as splitting
into two clusters, one shrinking and one growing. Eventually, the part of the
population on the lower fitness plane dies out and the process begins anew on
the newfound plane. This is illustrated in figure 3.17. The reason that the
lower-fitness cluster lies away from the parent cluster is because that cluster has
been moving to the high fitness plane for a while before being distinct enough
for the clustering algorithm to notice.

52



Chapter 5

Conclusions

In this thesis, I have presented some visualisations of genetic algorithms, and
hinted at the information that can be gained from studying them. Parameter
settings such as mutation and selection pressure can be deduced and informed
by them, and certain aspects of the underlying fitness landscape such as fitness
transitions can be distilled. In particular, I have introduced two new visualisa-
tions, one based on showing the overall fitness distribution and one based on
dividing the population in clusters.

It was shown that the fitness distribution graph, based on Harvey and
Thompson’s 3d fitness graph, can in some cases provide us with more infor-
mation than the standard generation/fitness graph. For example, it gives us a
better image of the mutation pressure by allowing us to see the approximate
number of low-fitness individuals rather than only the average fitness or absolute
worst fitness.

The generation/cluster graph, which tries to show any clustering going on
during a simulation run, has unfortunately not provided us with the insight I
originally hoped, because any broad, consistent clustering was not seen to occur
unless in very specially crafted circumstances. This happens because on the one
hand, the efficiency of the search algorithm forces it to choose one path early
in the simulation, and on the other, the crossover operator causes too much
genotype disruption. However, the visualisation has not been wholly without
merit, and perhaps it can be applied in different evolutionary algorithms.

5.1 uture wor

First and foremost, the results in this thesis need more in-depth analysis, and
especially testing on real-world applications. Only by trying to solve a real prob-
lem can the effectiveness of the visualisations be assessed and the impressions
given in this thesis verified. Perhaps there are problems the results of which can
better be analysed by clustering, though the results obtained with the P-peak
problem seem to deny this.

I will point out some further avenues of research that could be pursued based
on the work done in this thesis:

e While the program used to create the visualisations presented in this thesis
supports it, we have not touched on the subject of predicting the eventual
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outcome of a simulation run by looking at preliminary versions of the
graphs presented. Perhaps the visualisations can be used to prematurely
abort a run because it can be seen to lead to no good solution.

More research could be done into extracting information about a fitness
landscape by examining visualisations of a search by a genetic algorithm
through that landscape. We have seen some limited evidence that this
is possible, and better visualisations and statistics crafted specifically for
this purpose could help in this regard.

One could try better clustering algorithms and cluster stopping criteria
(which determine how many clusters are present in a particular dataset)
to examine more subtle clusterings. Using different variables to cluster
on, such as phenotypic distance and fitness, is also a possibility.

The statistics that were planned based on the clustering and not exten-
sively used due to the problems experienced with the clustering: genotype
convergence, growth and movement, could still be of use. The movement
rate could be used to more accurately look at fitness transitions, in con-
junction with the genotype convergence that was briefly visited.

It could be useful to apply the cluster visualisations to a different type
of evolutionary algorithm that does not use crossover, such as Evolu-
tion Strategies [Rechenberg, 1973]. The absence of crossover will probably
make those visualisation much more enlightening.
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Appendix A

Default values

Parameter | Setting

Number of generations 1000

Population size 100

Selection scheme Remainder stochastic sampling
Selection pressure 1.2

Tournament group size

Mutation rate

Crossover rate

Cluster method

Fuzzyness parameter p

Fuzzy c-means stopping criterion e
Hartigan iteration threshold

2 (binary deterministic tournament selection)
0.001

0.6

Fuzzy c-means

1.25

1-1073

10
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Appendix B

Colour scales

Two colour scales were used in this thesis, one encoding the fitness value of an
individual or cluster, and one encoding the mean within-cluster distance of a
cluster. The fitness values scale is shown in figure B.1, in the case of a minimum
found fitness of 0, and maximum of 1. This scale is a linearly interpolated hue
scale from 0 (red) to 2% (purple) starting at the minimum found fitness and
ending at the maximum.

Figure B.1: The colour scale for fitness values, starting at fitness 0 and ending at
1.

Because in most of this thesis we’re not especially interested in the exact
fitness values, the scale is not printed alongside each picture.

The scale for the within-cluster distance, shown in figure B.2, is more rigid. It
uses the same hue scale, but fixed between 0 and L/2. The colours can there-
fore be compared between pictures, but care has to be taken when comparing
pictures with large differences in genotype length. Note that in the figure, the
scale is not displayed outside of the window found in the population.

Figure B.2: The colour scale for within-cluster error, starting at 0 44 and ending
at 91 86. n this case, L is 100.
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Appendix C

Software engineering
aspects

C.1 ecomposition

The program that was written to create the visualisations presented in this
thesis, GATA ( enetic lgorithm Trajectory nalysis), contains four modules,
problem, simulation, analysis and visualisation. The problem module is designed
to be easily modifiable to new domains, so the researcher can add new fitness
functions painlessly. The simulation module does the actual search, thereby
querying the problem module for the fitness values of specific genotypes. The
analysis module analyses the population of each generation that comes out of the
simulation, calculating clusters and other statistics. The visualisation module
then displays this information based on the wishes of the user. See figure C.1
for a data flow diagram.

A \‘
Problem . User !
! |

Fitness values

Figure C.1: A data ow diagram for GATA. The and separation is
made to distinguish between parts that are easily modified, and those that are
not readily changed.

Clusters
Statistics

The simulation, analysis and visualisation modules are implemented as sep-
arate threads. Apart from causing a speedup on a multiprocessor machine,
this allows the user to interact smoothly with the visualisations while the sim-
ulation and analysis are still running. Synchronisation between the threads is
implemented via signals; for example, if the analysis thread is finished before a
new generation has been simulated, it blocks until it receives a signal from the
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Software engineering aspects C.2. ibraries and utilities

simulation thread.

C.2 ibraries and utilities

While generating the results described in this thesis, I have used a number of
libraries and utilities. These are briefly described here:

gce The GNU Compiler Collection was used to compile GATA, which is written
entirely in ANSI C. This cross-platform compiler was used under SUN
Solaris as well as Red Hat Linux and Debian GNU /Linux. Gee is a GNU
project under control of the GCC Steering Committee.

pthread POSIX threads were used because they are supported on Solaris as
well as Linux.

pen The OpenGL API was used to draw graphics primitives, because it
is cross-platform and easy to use. OpenGL is a registered trademark of
Silicon Graphics, Inc.

UT The OpenGL Utility Toolkit was used to interface with the windowing
system, again because it is cross-platform and simple, but also because it
provides a minimal amount of overhead and allows for easy user interac-
tion. It was written by Mark J. Kilgard.

lib peg To generate the screenshots, I used libjpeg, by the Independent JPEG
Group.

RA D IB For generating normally distributed pseudo-random variables, I
used the C version of the RANDLIB library by Barry W. Brown et al..

gsl Matrix manipulation routines and other linear algebra functions were used
from the GNU Scientific Library.

pca I used the Principal Component Analysis routine from Fionn Murtagh
[Murtagh, 1989], which contains routines from Numerical Recipes
[Press et al., 1988].

do ygen The documentation for the project was written inside the source, and
extracted using the doxygen documentation generato, written by Dimitri
van Heesch.

gnuplot The gnuplot interactive plotting program was used to create the graphs
in figure 3.15. Gnuplot was written by Thomas Williams et al..

MAT AB I used MATLAB, by The Mathworks, to generate the miscella-
neous plots throughout this thesis, such as the landscape visualisations
and cluster comparisons in chapter 2.
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C.3. Interaction Software engineering aspects

C.3 nteraction

Although it is not explicitly used in the results presented in this thesis, the
program supports user interaction to provide more detailed information than
the graphs can depict. This information can be obtained by pointing the mouse
at a particular place in a graph. The selected generation, cluster or individ-
ual’s statistics will then be displayed by the visualisation module, as well as its
location in the other graphs.

Figure C.2 shows a screenshot of the program in which the user has selected
a cluster in the generation/cluster graph. This cluster is then also selected in
the cluster visualisation, and its generation is selected in the generation/fitness
graph and fitness distribution graph. The statistics relevant to the cluster, gen-
eration, size, within-cluster error and some derived statistics, are also displayed
in a separate information window. Also, the colour mapping of its mean fitness
and within-cluster error are selected in the colour scales at the bottom of the
screen.

Note, too, that the user has selected to visualise only generations 0 through
300. It is possible to select arbitrary ranges of generations to visualise, and when
the simulation and analysis modules have not yet caught up to the desired range,
the visualisations will continue to update with new information until this is the
case.

61



Software engineering aspects C.3. Interaction

Figure C.2: A screenshot of the program used to create the visualisations pre-
sented in this thesis. A cluster has been selected in the generation/cluster graph.
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